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Abstract
Technology parameter maps summarize experiences with specific
parameters in production processes, e.g., milling, and significantly
help in designing new or improving existing production processes.
Businesses could greatly benefit from globally exchanging such ex-
isting knowledge across organizations to optimize their processes.
Unfortunately, confidentiality concerns and the lack of appropri-
ate designs in existing data space frameworks—both in academia
and industry—greatly impair respective actions in practice. To ad-
dress this research gap, we propose MapXchange, our homomor-
phic encryption-based approach to combine technology parameters
from different organizations into technology parameter maps while
accounting for the confidentiality needs of involved businesses.
Central to our design is that it allows for local modifications (up-
dates) of these maps directly at the exchange platform. Moreover,
data consumers can query them, without involving data providers,
to eventually improve their setups. By evaluating a real-world use
case in the domain of milling, we further underline MapXchange’s
performance, security, and utility for businesses.

CCS Concepts
• Security and privacy → Privacy-preserving protocols; • Ap-
plied computing→ Engineering; • Information systems;
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1 Introduction
Just like other areas, the Industrial Internet of Things (IIoT) greatly
benefits from information sharing [19, 51]. Already today these
benefits lead to the establishment of various data ecosystems in
industry as exemplified by commercial platforms, e.g., Open-es,
MindSphere, and Skywise [32]. These data ecosystems range from
direct, bilateral data sharing between only two parties to data ex-
change between many stakeholders over the infrastructure of a
data space [21]. However, in business-driven environments like the
IIoT, where maintaining a competitive advantage is essential, confi-
dentiality concerns often impede information sharing [27]. In fact,
80 % of industrial data is neither exploited nor shared [18]. While
providing numerous benefits, data spaces may not always provide
sufficient guarantees to protect sensitive data [31], preventing large-
scale adoption. Hence, insufficient consideration of confidentiality
hinders the benefits of widespread information today.

In the IIoT, the scope of shared data also has a significant impact
on what businesses consider acceptable for disclosing. The scope
can range from direct, bilateral information flows (along supply
chains) to exchanging highly-specialized data among competitors
(across supply chains) [42]. Here, domain knowledge of and expe-
rience with materials, machines, or processes greatly influences
how valuable shared information is and what kind of details and
know-how are derivable from seemingly abstract data [40]. While
industry [2, 13, 14, 32, 46] and academia [6, 15, 39, 50] proposed sev-
eral platforms and protocols to mitigate the situation, they are not
universally applicable (cf. Section 2.5). Instead, developing domain-
and use case-specific approaches for the IIoT that introduce certain
reliable security guarantees is a common practice nowadays.
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Accordingly, in this work, we focus on the novel use case of
exploiting technology parameters across organizational boundaries.
Technology parameters in milling document the engagement con-
ditions of a milling tool and provide insights into the productivity
of the milling process. The selection and optimization of process
parameters rely on implicit expert knowledge [9]. By aggregating
optimal technology parameters into technology parameter maps (cf.
Figure 1) and subsequently sharing them, this implicit knowledge is
made available (globally). This sharing results in resource-efficient
production design and shorter ramp-up phases (when integrated
into process planning). Given the lack of global exploitation, so
far, this knowledge is seldomly captured (compiled). Specifically,
today’s data-sharing approaches and data ecosystems do not yet
convincingly support said exchange for multiple reasons: They ei-
ther rely on organizational security [31], only protect data providers
or data consumers [10], or do not support updates [15].

To address this lack, in this paper, we propose a confidentiality-
preserving exchange platform called MapXchange, which enables
sharing technology parameter maps in the IIoTwhile accounting for
(i) the required functionality when processing and exploiting tech-
nology parameter maps, (ii) their sensitivity, and (iii) the expected
scale of data sharing in industrial settings. Central to our design is
Homomorphic Encryption (HE), which hides sensitive details from
the exchange platform while still allowing for operations on the
encrypted data. This way, we establish a practical, confidentiality-
preserving data space for technology parameter maps. Utilizing
real-world data that covers milling processes, we further demon-
strate the performance, security, and utility of MapXchange.

Conceptually, our research is not limited to milling. We see po-
tential of exchangingmaps for a variety of manufacturing processes:
Injection molding [12], electrochemical machining (ECM) [28], and
electrical discharge machining (EDM) [24], among others.

Contributions. Our main contributions are as follows.
• We enable exchanging technology parameter maps in indus-
try by preserving the confidentiality of parameter maps and
queries, promising a broader utilization of these maps.

• Our integrated data-validation mechanism allows for at-
tested data quality, more specifically the genuineness of
updates, without sacrificing the expected confidentiality.

• We demonstrate that MapXchange scales to industry-sized
applications while providing technical security guarantees.

Open Science. We open-source our artifacts and a prototype of
MapXchange [41] to ensure reproducibility and reusability.

2 Scenario and Research Gap
In this section, we first introduce the use case of exchanging tech-
nology parameter maps along with its benefits (Sections 2.1 and 2.2)
as well as challenges that currently hinder its real-world use (Sec-
tion 2.3). Based on this description, we then formulate correspond-
ing design goals (Section 2.4) and discuss related work (Section 2.5).

2.1 Use Case: Technology Parameter Maps
Technology parameter maps allow for aggregating the (optimal)
technology parameter for a specific manufacturing process and
may further track additional information, such as reported usage
statistics. For the use case of milling, a technology parameter map

Platform Challenges:
Applicability, Confidentiality, and Performance
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Figure 1: Data providers offload their insights for compensa-
tion. Data consumers query maps to improve their setups.

documents the (optimal) engagement condition of a milling tool for
a specific combination of machine tool and material. The depth of
cut 𝑎𝑝 , the width of cut 𝑎𝑒 , and the feed per tooth 𝑓𝑧 then character-
ize said engagement conditions, which are defined by the selected
technology parameters of a milling process. In sum, these three
factors determine the material removal rate per cutting edge, which
serves as an indicator for the productivity of a milling process [17].

Beyond productivity, a high material removal rate also indi-
cates shorter process times, i.e., reduced energy consumption per
part [16]. However, a corresponding disadvantage is the increase in
tool wear, which reduces both, part quality and the tool’s life [30, 58].
This situation highlights the trade-off between process productivity
and part quality. Due to the complex wear mechanisms of a cutting
edge, calculating the optimal engagement conditions for a milling
tool is infeasible at this point [59]. Instead, selecting technology
parameters relies on expert knowledge of a process planner (i.e., im-
plicit knowledge), which the machine operator adjusts adaptively to
account for environmental influences to achieve the required part
quality [9]. Due to a lack of comparability, this approach cannot
ensure the selection of optimal technology parameters, resulting in
different feed rates per tooth with the same cutting depth and width,
leading to inefficient cutting processes. In the context of milling
processes, “optimal” refers to achieving a high material removal
volume per cutting edge under stable process conditions.

By using a dexel-based material removal simulation [29] in par-
allel to the real process, the engagement conditions of a milling tool
can be calculated based on machine internal sensor signals. Areas of
constant engagement conditions are detected using a change point
detection algorithm [20] to extract support points for a technology
parameter map from the resulting time series signal. A support
point 𝑖 is defined by the tuple (𝑎𝑝,𝑖 , 𝑎𝑒,𝑖 , 𝑓𝑧,𝑖 ). Collecting multiple
supporting points (incl. their reported use) results in a technology
parameter map, which provides information on the optimal en-
gagement conditions of a tool for a specific (milling) process (cf.
Figure 1). Collaborative efforts are highly beneficial for its quality
and thus value. Due to the temporal decoupling through the extrac-
tion of support points, technology parameter maps do not reveal
any insights about underlying (machining) processes, which is a
necessary prerequisite for an interorganizational exchange of data.

2.2 Key Benefits of an Exchange Platform
Most importantly, technology parameter maps contain implicit
knowledge about processes derived from the intuition and experi-
ence of a process planner or machine operator, which cannot be
economically captured through analogy experiments or compre-
hensively modeled [59]. Facilitating an exchange of technology
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parameter maps, in turn, enables a domain-specific, interorgani-
zational transfer of expert knowledge, even within competitive
environments [48]. Incorporating a platform (cf. Figure 1) as an in-
termediary eases the preservation and aggregation of expert knowl-
edge. In production technology, implicit expert knowledge is a
decisive factor in the design and optimization of processes [38], so
the need to exchange expert knowledge is not limited to the use
case of milling but can be applied to other areas (cf. Section 1).

Exchanging technology parameter maps offers data providers
the opportunity to globally monetize their acquired expert knowl-
edge. Moreover, by retrieving and utilizing technology parameter
maps, data consumers benefit from the potential of an efficient
process design and shortened ramp-up phases of a process for a
given combination of machine, machine tool, and material. Then
again, technology parameters further enable the selection of the
most suitable tool under given machining conditions, supporting a
demand-based utilization of process resources. Finally, they can pro-
vide suppliers with insight into user behavior, serving as the basis
for the development of demand-oriented tools. Thus, interorgani-
zational data sharing enables not only resource-efficient process
planning but also facilitates agile process adaptation in dynamically
changing environments, strengthening corporate resilience.

2.3 Challenges and Threat Model
Despite the indisputable benefits (cf. Section 2.2), corresponding
exchange platforms are still missing. Apart from the need for scaling
to applications in the IIoT, we attribute this situation to three factors.

Confidentiality Concerns. First, businesses are extremely cau-
tious with sensitive data because they fear a loss of control [27, 49].
Given that technology parameter maps inherently contain domain-
specific expert knowledge, which ultimately constitutes a competi-
tive advantage, preserving this confidentiality is essential. In this
context, businesses have precise expectations: They do not want
their data to end up in a public repository or to be freely and unre-
strictedly accessible to other businesses (or even competitors), i.e.,
they expect an approach that convincingly addresses their needs.

Aggregation Support. Second, platforms have to aggregate
(combine and update) information from several data providers while
accounting for the aforementioned data sensitivity. Seemingly naïve
approaches that operate on plaintext data may offer this support
at the expense of failing to preserve the required confidentiality.
Specifically, minimizing side-channel leaks, for example, revealing
the updating data provider, constitute a significant challenge in this
regard. In addition to minimizing the amount of (sensitive) infor-
mation the platform discloses to (unauthorized) parties, they also
have to obfuscate the relationships of cooperating, i.e., exchanging,
entities to protect trade secrets. Reliably providing this aggregation
support while preserving confidentiality is far from trivial.

Deployment Model. Third, assuming that technology parame-
ters are retrievable at all times from the data providers is not realis-
tic, because data-providing businesses want to (a) minimize their
overhead, i.e., interaction with third parties, and still (b) maximize
their monetary compensation. This desire is also the reason why
we consider bilateral approaches, which omit a central platform, as
impractical. Repeatedly retrieving data from all data providers for
each query simply does not scale. Relying on a third-party platform

rather than round-based protocols limits the communication over-
head, improves the overall scalability of the exchange platform, and
thus constitutes a promising direction. However, “simply” pursuing
a basic data ecosystem that offers organizational security measures,
i.e., collecting all available information, persisting it in a central
register, and configuring modules for authentication and authoriza-
tion, is not in compliance with the aforementioned confidentiality
expectation, as also highlighted in related work [31].

To better understand the challenges associated with designing
a secure and confidentiality-preserving exchange platform, we now
look at the capabilities potential attackers have in this setting. Given
that the utility of exchanging technology parameter maps increases
with the number and diversity of participants, we cannot assume
established trust relationships between data providers, data con-
sumers, or their intersections. In our research, we thus consider
malicious-but-cautious adversaries [47] as the primary threatmodel:
Involved businesses have an incentive to cheat (for their individual
gain) while also depending on their reputation and being bound
to specific legislation. In particular, the exchange platform, data
providers, and data consumers may attempt to gain as much (sensi-
tive) information without leaving a trace of their malicious actions.

2.4 Postulated Research Goals
We now derive three design goals based on the information we pre-
sented in Section 2 to postulate a concrete set of desired properties.

G1: Applicability. First, supporting monetary compensation
for data providers introduces a significant incentive to participate,
whichmight bemissing otherwise. Therefore, sufficient information
on queries and returned results should be collected and handled for
billing purposes. Second, the exchange platform should respond to
queries with accurate results. This aspect is particularly important
when designing protocols that conceal sensitive data, e.g., through
noise or when approximating it (with limited precision). Third, to
ensure valuable, up-to-date data from various data providers at
all times, technology parameter maps have to remain updatable.
Hence, any design must be able to flexibly join (aggregate) data
from different sources. The platform thus also has to feature a
component that reliably identifies the true optimum after receiving
new data. Fourth, data consumers may be interested in different
responses. As a result, designs should support multiple query types:
regular—index-based ones—and reverse queries, which allow for
comparing multiple technology parameter maps with each other.

G2: Confidentiality. Due to the sensitivity of both, data and
queries in this business setting, designs have to account for the
confidentiality needs of both, data providers and data consumers.
The former expect that offloaded data is kept private, except when
queried, to maintain their competitive advantage. Moreover, third
parties may not learn anything about a data-providing business.
Likewise, the latter desire that submitted queries (and access pat-
terns) are not traceable for third parties, including data providers,
to hide which information they are after. Lastly, the required trust
in the data-sharing platform should be kept minimal to (i) avoid a
single point of failure and (ii) convince businesses to participate.

G3: Performance. Since our research focuses on globally shar-
ing information in the IIoT, a suitable exchange platform and the
overhead introduced by preserving the confidentiality needs to scale
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to deployments in industry, i.e., it has to support large numbers of
data providers, data consumers, and queries, as well as correspond-
ing technology parameter maps; ideally while using commodity
hardware. That being said, the offloading of data or queries must
conclude in reasonable time: Given that these actions are not every-
day tasks (for example, commissioning a production line may take
several weeks [39]), certain processing (hours to days) is acceptable.
However, if the introduced overhead is too excessive, businesses
might be discouraged from participating in the exchange at all.

2.5 Related Work: Common Shortcomings
Next, we give an overview of related work, which we also summa-
rize in Table 1. Despite being aware of the business’ confidentiality
expectations, large-scale initiatives [7, 34, 36] still fail to provide
concrete, general-purpose realizations [25, 56]. To the best of our
knowledge, they largely rely on organizational security and thus
cannot satisfy the strong confidentiality needs horizontal collabora-
tion and coopetition introduce [42]. Other commercial offers either
require trust in a single party [46] or only host a lookup service
(without data points) [2] and are thus not applicable to our setting.

Technology Overview. For the sake of a more detailed analysis,
we thus limit ourselves to approaches that (i) are readily deployable
and (ii) promise reasonable performance for industrial settings (G3).
Accordingly, we further exclude approaches that exclusively ap-
ply oblivious transfers [44] or secure multiparty computation [57].
While the former adds significant computational overhead, greatly
exceeding acceptable runtimes and storage needs, the latter usually
requires data providers to repeatedly participate in queries, contra-
dicting G1. In Section 6.1, we later discuss the potential of designs
with building blocks different from HE in greater detail.

For the remaining approaches, we notice two primary issues:
Applicability. First, confidentiality-preserving approaches [6,

11, 15, 39] cannot support the required data aggregation and updat-
ing functionality, which is strictly required when joining informa-
tion from multiple data providers (cf. G1). Particularly, BPE [39]
and PDBQ [6] may further be challenged by their somewhat limited
scalability. Regardless of these critical limitations, these approaches
highlight the diversity in underlying building blocks (e.g., Bloom
filters, private set intersections, or zero-knowledge proofs) when
designing privacy-preserving protocols for information retrieval.

Confidentiality. Second, (older) approaches [5, 10, 50], which
generally promise the required applicability features (G1), lack
the required level of confidentiality (G2) promising approaches
require (cf. Table 1). For example, PIR [10] does not consider the
confidentiality needs of data providers. Likewise, PKSE [5] does
not limit the data consumer’s access to the offloaded data. Lastly,
SSE [50] requires an established trust relationship between data
consumers and data providers, which is unrealistic for our scenario
and for data sharing between organizations in the IIoT in general.
Thus, they are not applicable to our setting (cf. Section 2.3) either.

Research Gap. A viable approach that (i) enables globally ex-
changing and handling technology parameters, (ii) reliably accounts
for the sensitivity of processed data, and (iii) scales to industry-sized
use cases and applications in the IIoT is still missing. Our approach
MapXchange (Section 4) supports the required functionality (G1).
However, by design, it slightly sacrifices G2 by (i) tracking access

Table 1: Classifying related work in light of our design goals.

Approach G1: Applicability G2: Confidentiality G3: Performance

BPE [39] ✗ ✓ (✓)
PDBQ [6] ✗ ✓ (✓)
PIR [10] ✓ ✗ ✓

PKSE [5] ✓ ✗ ✓

PPSSI [15] ✗ ✓ ✓

RKS [11] ✗ ✓ ✓

SSE [50] ✓ ✗ ✓

MapXchange ✓ (✓) ✓

patterns for billing purposes and (ii) trading off data correctness (i.e.,
the utility of exchanged data) and confidentiality (cf. Section 4.4).

Prior work is really diverse and excels in their respective settings.
However, practical and performant designs, which support updates to
offloaded information while considering the confidentiality needs of
data providers and consumers, are still missing. Research thus need
to consider their applicability in real-world business settings to offer
practical approaches for exchanging technology parameter maps.

3 Preliminaries
To close the outlined research gap, we rely on a well-established
building block, whose functionality we present in the following.

Homomorphic Encryption (HE) enables calculations on en-
crypted data without the need to decrypt the ciphertexts, thus main-
taining data confidentiality [1]. As a result, HE is frequently applied
in (untrusted) cloud environments or to enable the secure outsourc-
ing of computations [33, 43, 55, 60]. With respect to the outlined
research gap, HE promises to enable modifications of technology
parameter maps without the exchange platform learning anything
about the sensitive business data it is processing. As a result, busi-
nesses have to invest less trust in the exchange platform. Over
time, several variants (cryptosystems) of HE emerged. They feature
distinct implications on usability and performance. For example,
Fully Homomorphic Encryption (FHE) [22, 52] supports a larger
set of operations. However, it introduces computational overhead,
additional storage needs, and decreased accuracy [1]. In contrast
to FHE, Partially Homomorphic Encryption (PHE) [23, 37, 45]
is limited in its set of operations but demands fewer resources for
operation [1]. PHE cryptosystems are either additively or multi-
plicatively homomorphic, i.e., they support either only adding or
only multiplying encrypted numbers, respectively. As detailed in
the following section, we apply homomorphic encryption to values
offered for exchanges in two cases: Addition into an encrypted ag-
gregate sum and obfuscation by adding a random offset. For these
purposes, additively homomorphic encryption is sufficient.

4 Design: MapXchange
In this section, we introduceMapXchange, our approach for preserv-
ing confidentiality while globally exchanging technology parameter
maps. In Section 4.1, we introduce this concept for a data ecosystem
before presenting the involved entities in more detail in Section 4.2.
As we elaborate on in Section 4.3, MapXchange features two types
of queries for improved utility. Lastly, in Section 4.4, we discuss how
MapXchange ensures genuineness of updates, despite being able to
only process encrypted information at the exchange platform.
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4.1 Design Overview and Processing Sequence
MapXchange distinguishes three actions during operation to realize
data provision, validation, and retrieval (i.e., queries), respectively.
The core of this endeavor is the conceptually-centralized exchange
platform (Figure 2). MapXchange distributes the competencies to
account for the sensitivity of handled data and processed queries
(G2), and thus, the exchange platform consists of two components,
a key server to handle relevant key material and amap server, which
records, updates, and returns technology parameter maps without
having access to the key material. We thus require non-collusion
between these components, as we further discuss in Section 5.4.
On a technical level, we rely on PHE (cf. Section 3) to enable the
map server to locally, i.e., at the server, alter recorded maps while
preserving confidentiality (G1). Next, we present the three actions.

Data Provision. By designing a conceptually-centralized plat-
form, we account for the data providers’ desire to offload unique
data points only once (cf. Section 2.3). The data provision works as
follows. First, 1 , the data provider retrieves the PHE key material
for the specific technology parameter map she intends to provide
from the key server. As part of 2 , the data provider homomorphi-
cally encrypts her data, which is subsequently 3 send to the map
server for further processing and eventual integration/aggregation
into the parameter map. MapXchange utilizes the tuple (machine,
machine tool, material) to index technology parameter maps. Specif-
ically, it relies on existing standards, such as ISO 13399 [26], which
captures the most relevant properties of cutting tools. Similar “on-
tologies” are available across the entire industrial landscape.

Data Validation. After provision, data must be validated to
ensure its genuineness before integrating it into an existing map.
The map server cannot assess this genuineness because all sen-
sitive information is encrypted to account for its confidentiality.
MapXchange addresses this correctness challenge with offloaded
data-validation operations (labeled as V in Figure 2), which the
map server triggers and also involves the key server. It is indepen-
dent of the real-world production process, i.e., no knowledge about
or access to the machine, machine tool, or material is needed. As a
result, depending on the chosen realization, data consumers, data
providers, a (trusted) third party, or any combination of these enti-
ties may be selected to validate newly-provided data. After receiving
a unanimous verdict, the map server integrates said (encrypted)
data into existing maps. In Section 4.4, we provide more information
on the proposed data-validation mechanism in MapXchange.

When replacing PHE with FHE, the data validation could take
place directly on the map server without the need to offload it.
However, we argue that the FHE-associated ciphertext overheads
(cf. Section 3) do not scale to practical deployments in the IIoT.

Data Queries.While the previous actions facilitate the basis for
having technology parameter maps available, any platform is only
valuable if it also supports queries. In particular, MapXchange sup-
ports two types of queries for its data consumers to use: (i) Regular
queries allow them to optimize their setup for a given technology,
and (ii) reverse queries enable the selection of a “best-suited” tech-
nology by enabling comparisons of multiple technology parameter
maps. For more details on their differences, we refer to Section 4.3.
Their abstract operation is as follows. After retrieving the respec-
tive key material from the key server ( A ) and the (encrypted) map

Operator A

Exchange Platform

Generate
Keys (once)

Encrypt
Data

2

Data 

Provider

Operator B

Maintain and 
Update Data

Decrypt
Data

C

V 
Outsourced

Data Validation (cf. Section 4.4)

⇒ Receives
Compensation

⇒ Utilizes
Information

Key Server

Map Server

Data 
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Figure 2:MapXchange features three logical steps: Data provi-
sion ( 1 – 3 ; left side), data validation ( V ; bottom center), and
data retrieval ( A – C ; right side). The two-server exchange
platform separates the key material from the encrypted data
in the technology parameter maps (i.e., PHE ciphertexts).

from the map server ( B ), the data consumer decrypts the PHE
ciphertexts ( C ) to access and exploit the queried data. Queries
make use of same indexing/standards as the data provision.

To account for G2, MapXchange depends on the homomorphic
properties of the transferred PHE ciphertexts in two cases. First,
technology parameter maps also track the usage per data point
businesses report from their production (cf. Section 2.1). Depending
on the use case, other details such as motor current or energy
consumption could be tracked by the map server as well. The map
server maintains these usage statistics by summing up multiple
PHE ciphertexts. Second, during data validation and for reverse
queries, the map server obfuscates the offloaded data to preserve its
confidentiality by adding a random offset to the (encrypted) data
points in question. After each successful, outsourced data validation,
the map server uses the encrypted, validated data points to update
the technology parameter map directly at the server.

Lastly, data providers and their offloaded data are associated with
a pseudonym, which enables the map server to track the number of
accesses even though the sensitive information remains confidential.
This way, MapXchange also implements a compensation module,
satisfying the respective aspect inG1. Due to its simplicity, we omit
the exact billing mechanism in the remainder of this paper.

4.2 Entities and Responsibilities
As shown in Figure 2, MapXchange depends on data providers, data
consumers, and the exchange platform itself. Given the business
setting, users (i.e., data providers and consumers) have to authenti-
cate themselves toward the platform. An anonymous participation
is neither supported nor desired in our setting (cf. Section 2.3).

While data providers and data consumers are logically indepen-
dent, businesses interacting with MapXchange can take on multiple
roles. In the following, we describe the respective entities in detail.

Data Provider(s). Data providers are essential for the exchange
platform to gain traction and attract data consumers. While idealis-
tic motives may drive some providers, monetization of their data
will convince the majority. The respective compensation is only
realistic if the exchange platform offers sufficient data security and
protects the stored data accordingly. Therefore, MapXchange builds
on a strict separation of key material and encrypted data. Moreover,
to reduce the load for data providers, by design, they only have to
interact with the platform once when offloading their data.
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Data Consumer(s). In contrast, data consumers have a desire
to retrieve relevant data from the exchange platform while also
keeping their intentions private. Consequently, they also benefit
from MapXchange’s approach of encrypting sensitive information
and separating key material and data. While their interactions with
the exchange platform are identical, we still have to logically dis-
tinguish “applying clients” and “tool suppliers”. The former are
interested in improving their own setup by using information han-
dled by MapXchange. The latter have a specific interest in receiving
insights into the best-performing parameters, e.g., to further im-
prove their products. To maximize the utility of queried data, they
are also interested in obtaining usage data for the respective technol-
ogy parameters. MapXchange tracks this information by summing
up submitted usage data from multiple data providers for the same
data point over time (cf. Section 4.1). Data consumers can opt for
either submitting regular or reverse queries (cf. Section 4.3).

Key Server. Within the exchange platform, the key server is
responsible for generating and handing out key material. The key
material is distinct for each technology parameter map. As such, its
computational and storage burden is manageable. To ensure confi-
dentiality, it may not collude with any other entity (cf. Section 5.4).

Map Server. Following the distribution of competencies, the
map server maintains the (encrypted) technology parameter maps.
After receiving new data from any data provider, the map server
updates the usage data (homomorphic addition) and schedules the
submission for the outsourced data validation (cf. Figure 3). This
task includes obfuscating the data before sharing it for validation
with a third party. After successful validation, the map server in-
corporates said data into the existing map. In addition to handling
the data provision, it also processes data consumer queries (cf. Sec-
tion 4.3). Again, MapXchange cannot tolerate any collusion with
another entity since access to the key material would allow the
map server to look at corresponding data points (cf. Section 5.4).

4.3 Supported Query Types
Data consumers (either “applying clients” or “tool suppliers”) can
submit queries to the map server to retrieve information from the
exchange platform. The map server tracks which data it is returning
to later compensate data-providing businesses. As we have outlined
in Section 4.1 and Figure 2, the message sequences are identical for
both query types, but their content and the intended result differ.

4.3.1 Regular Query. When submitting a regular query, a data
consumer is interested in improving its local setup for a specific
technology, e.g., when commissioning a new production line. By
submitting uniquely-identifying information on the technology pa-
rameter map in question, by specifying the tuple (machine, machine
tool, material), the data consumer indicates which data he wants
to query. The map server accesses the map in question and selects
the corresponding (encrypted) data points along with the usage
data and returns them to the data consumer. After retrieving the
corresponding key material from the key server and decrypting the
data, he can then proceed with optimizing its setup (cf. Section 6.2).

4.3.2 Reverse Query. The second supported query type is broader
in nature (and thus induces higher costs for the querying data
consumer). Specifically, reverse queries allow for answering more
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Figure 3: After receiving new data, the map server initi-
ates the data validation, which consists of two independent
checks. Before outsourcing the check, the map server obfus-
cates the relevant data to preserve its confidentiality.

fundamental questions by comparing multiple technology param-
eter maps with each other (hence, reverse). For example, a data
consumer might be looking for the best-performing tool for a given
material and machine combination, i.e., the machine tool is a wild-
card in the query tuple (machine, *, material). Relatedly, tool suppli-
ers are interested in multiple maps and their usage data to (better)
understand how tools are being applied in practice. For confidential-
ity preservation, MapXchange homomorphically adds fixed offsets
to the returned data points. This way, data consumers can directly
compare the proportions of the retrieved but obfuscated maps with
restricted access to all sensitive (and valuable) data points.

Depending on the exchanged technology parameter map, queries
may also support disclosing an optimality criterion for the platform
to take into account. For instance, a data consumer may be inter-
ested in optimizing process stability, productivity, or component
quality [9]. Overall, MapXchange supports diverse and feature-
rich queries that allow for data provider compensation without
(publicly) revealing which data has been exchanged or queried.

4.4 Data-Validation Mechanism
MapXchange’s data-validation mechanism is integral to ensuring
that provided data updates are genuine, i.e., that this new data
should be integrated into a map. Without outsourcing this valida-
tion, the platform cannot determine the need for an update because
the map server only has access to ciphertexts, and the key server
does not have access to the data. We exploit the fact that businesses
are interested in having “optimal” data available because they also
benefit from it when querying the platform. Thus, they have an
incentive to participate in the validation. Since we obfuscate all
data before sharing it with third parties (they can only learn the
proportions of data points in the maps, e.g., different feed rates
𝑓𝑧 , but not the sensitive values themselves), MapXchange does not
have specific (trust) requirements regarding validating entities (we
consider malicious-but-cautious [47] entities; cf. Section 2.3).

In particular, the map server maintains three sets: (i) {Checked}
contains the queryable, fully-validated data, (ii) {Pending} includes
data that has been validated once, (iii) {Unknown} is the list of
newly-provided data that has not yet been processed. While a FIFO
processing of the data points is reasonable, MapXchange does not
depend on a specific order for their validation. We only have to
ensure that every submitted data point is being validated eventually.
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Figure 3 exemplifies the data-validation sequence for a technol-
ogy parameter map that records forces. Basically, the validation
consists of two independent (subsequent) checks. If the “Unknown”-
check has been completed, it moves to the “Pending” set. If this
check is concluded as well, the verdict is unanimous, and the pro-
vided data warrants an adjustment, the map server updates the
information in the “Checked” set. If the information is identical, it
only updates the recorded usage data. Otherwise, the information is
discarded. To ensure genuineness of checks, the map server has to
take care that data providers do not validate their own data/updates.

MapXchange preserves confidentiality by utilizing homomorphic
encryption as well as separating key material and ciphertexts. To
ensure applicability, it (i) allows data providers to offload their data
and (ii) supports data consumers to submit regular and reserve queries.

5 Evaluation of MapXchange
We now evaluate MapXchange to assess the goals G1, G2, and G3.

5.1 Implementation and Experimental Setup
To prepare for our evaluation, we now detail how we realized
MapXchange and which evaluation environment we prepared.

Implementation. We prototypically realized MapXchange [41]
in Python 3. We rely on SQLite and SQLAlchemy to store and ac-
cess the PHE ciphertexts. For communication, we set up a web
framework based on Flask, which provides data providers and data
consumers with TLS 1.3-enabled APIs required for operation. Users
have to pass HTTP basic authentication, and the servers further
log all interactions for access tracking and billing. As PHE cryp-
tosystem, we utilize Paillier [37] (CSIRO Data61’s Python library)
and configure it with a key length of 2048 bit to achieve 112 bit of
security. We assume that the utilized building blocks are secure.

Experimental Setup. All entities run on a single server (In-
tel Xeon E5-2630 and 32GB RAM) and communicate using the
loopback interface. We report the arithmetic mean of 30 runs per
experiment and present 99 % confidence intervals. We measured
the reported data transmission volumes with tcpdump.

Use Case Data. To also cover a real-world use case, we ex-
tracted 30 optimal feed rate values from 1064 timestamped mea-
surements, which were recorded as part of three milling processes.
They employed identical material, machine, and tool configurations.
Together with domain experts, we identified the optimal parame-
ters with the approach described in Section 2.1. In our evaluation
(Section 5.2.3), data consumers submit queries to retrieve them.

5.2 Performance Evaluation
Given that MapXchange directly operates on ciphertexts, the un-
derlying data is irrelevant when assessing its performance. Since
our real-world use case data is limited in size, we initially take it
as a foundation for creating a large-scale synthetic dataset. This
way, we are also able to holistically assess MapXchange’s scalability.
Eventually, in Section 5.2.3, we report on our real-world setting.

We structure our discussion into data provisioning and querying.

5.2.1 Data Provision. Data providers can freely decide when and
howmany data points theywant to offload to the exchange platform.
Thus, we first discuss the performance of this action before also
looking at the—subsequent but independent—data validation.
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Figure 4: The time to offload data increases linearly with the
number of data points. The usage data update, i.e., a PHE
addition, only takes place if usage data has been captured
before. The data validation is independent of these runtimes.

Providing Maps. As expected, in Figure 4, we observe a linear
increase in runtime at the data provider with an increasing number
of provided data points (and usage data), which is driven by the
PHE encryption process. The ciphertexts also drive the data trans-
mission to the map server, but the Paillier cryptosystem introduces
comparably little storage overheads. The remaining processing and
communication are negligible. Consequently, MapXchange’s data
provision scales well even when providing thousands of data points.

By design, i.e., to support the offloading of data, the map server
must store the ciphertexts for all indexed maps. Even in the worst
case of having to process data in all three sets ({Checked}, {Pending},
and {Unknown}) for 60 000 entries in a single map, less than 250MB
of disk storage is needed. Thus, when simultaneously handling
all combinations of 10 materials, 20 machines, and 100 machine
tools (i.e., overall 20 000 maps), the map server “only” requires 5 TB,
which is manageable. In contrast, the key server’s needs are negli-
gible as each map only consumes 512 B, indicating good scalability.

Tracking data consumers’ access to technology parameter maps
for monetary compensation reveals further negligible storage needs.

Validating Maps. The proposed data-validation mechanism (cf.
Section 4.4) barely puts any burden on the validators. Per validation,
they only retrieve a private key (512 B) and two ciphertexts (512 B
each) from the exchange platform. After decrypting the ciphertexts
and comparing the plaintexts, the validators return a short response.
Thus, in theory, thousands of data points are validated within min-
utes, covering data communication, decryption, and comparison.
As a result, we consider the proposed mechanism to be practical.

After successful data validation, the map server homomorphi-
cally updates (aggregates) the corresponding technology param-
eter map. This operation is constant per data point and thus also
scales linearly with the number of data points (2000: 9.68 ± 0.30min;
4000: 19.36 ± 1.94min; and 6000: 28.96 ± 0.26min). Consequently,
the post-validation runtime at the map server is acceptable as well.

5.2.2 Queries. Compared to the data provision, querying technol-
ogy parameter maps using MapXchange introduces little burden
to data consumers and the exchange platform. Again, the runtime
and communication costs are driven by the Paillier ciphertexts.

Regular Query. As we illustrate in Figure 5, the runtime for
retrieving (querying) data points increases linearly with their num-
ber. Key and map servers barely have any computational burden as
they simply return information based on the provided index. Thus,
even when processing thousands of queries, the queries conclude
within minutes, promising scalability to massive industrial settings.
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Figure 5: Regular queries exhibit excellent scalability.
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Figure 6: Retrieving maps, with 2000 data points each and
obfuscated feed rates, scales linearly in the number of maps.

Reverse Query. Likewise, reverse queries scale linearly with the
number of retrieved technology parameter maps (Figure 6). Given
that MapXchange obfuscates these maps before returning them (to
only share proportions), additional computational load burdens the
map server. Hence, from a business perspective, the map server may
charge data consumers for reverse queries accordingly. Overall, we
believe that the measured performance is equally acceptable.

5.2.3 Real-World Evaluation. After evaluating MapXchange on
a large scale with synthetic data, we now provide insights into
expectable real-world deployments (cf. Section 5.1). Specifically,
for the provision of all data points of a single milling process, we
measure a total runtime of only 9.52 ± 0.49 s. Data transmissions
with key and map servers take 0.06MB and 0.23MB, respectively.

Looking at the query runtime of the entire map, we measure
3.80 ± 0.07 s, which includes the decryption by the data consumer.
Since we only had a single map available, we refer to our synthetic
evaluation (cf. Section 5.2.2) for insights into reverse queries.

Based on the reported numbers, we attest MapXchange practical
performance and good scalability, i.e., it is ready for real-world use.

5.3 Accuracy Assessment
Since operations directly on homomorphic ciphertexts might in-
troduce inaccuracies (cf. Section 3), we also look at the accuracy
when performing additions using Paillier. It expresses integers in
the range of [−max_int,+max_int], with max_int =

⌊
𝑛
3
⌋
−1. Given

the sole support for integers, we multiply all feed rates and usage
data with a fixed constant to remove any floating point numbers.
For every 𝑛 that satisfies the configured key length of 2048 bit (cf.
Section 5.1), we can thus accurately express the feed rates and usage
data. While performing additions during regular operation, we do
not observe any deviations or overflows; all results remain within
the range. As such, MapXchange’s accuracy is not limited by the
use of PHE but rather by the (initial) measurement of parameters.

Based on this analysis, we conclude that the achieved accuracy of
MapXchange conforms with the derived applicability needs (G1).

5.4 Security Discussion
To conclude our evaluation, we now discuss how MapXchange ad-
dresses the derived confidentiality goals (G2) while simultaneously
accounting for the setting (G1; applicability). Our design addresses
the presented threat model (cf. Section 2.3), which also highlights
the incentives of the participating businesses. For example, on a
general note, all of them depend on their reputation and are bound
to a jurisdiction. Even more, specifically data providers are inter-
ested in receiving compensation when using MapXchange. In light
of these properties, we have the following considerations regarding
the operators of the exchange platform (i.e., key and map server).

Operators. Given that MapXchange’s security guarantees build
on the separation of key material and ciphertexts, its operators
must be trusted to not collude with each other or with the data
consumers. Looking at the manufacturing industry, well-known or-
ganizations like the Association of German Engineers (VDI) [53] and
theMechanical Engineering Industry Association (VDMA) [54] could
reasonably act as semi-trusted operators. These organizations are
usually funded through membership fees and are thus a better fit to
serve as operators than random, potentially unreliable third parties.
Similar deployment considerations have been raised before [39].

Preserving Confidentiality. At all times, the exchange plat-
form only handles encrypted information, i.e., it is without plaintext
access. Given the separation of key material and ciphertexts, com-
promising a single entity does not lead to a disclosure of sensitive
information either. As part of the data validation (cf. Section 4.4),
sensitive information is shared with potentially untrusted entities
by design. However, due to the applied obfuscation, they may only
learn the proportions of two data points without gaining any in-
sights into (sensitive) data. Additionally, solely authenticated data
consumers can query for key material and ciphertext. Since they
have to compensate data providers for retrieved data, we consider
the likelihood of misuse to be low. To still mitigate this slim chance,
the platform could optionally enforce some kind of rate limiting.

The Exchange Platform. Both, map and key servers, can (and
should for compensation purposes; G1) track the other parties’ ac-
cess patterns (third parties cannot track queries or access patterns).
Thus, in principle, they could create histograms to study the fre-
quency and durability of data points. However, they can neither
link this information to plaintext data nor derive whether specific
technology parameters or entire maps have really been used in
practice (businesses decide for themselves). After discussing with
domain experts, we conclude that being aware of maps that are
available and which ones are being accessed is not an issue because
the existence of corresponding records is not surprising. Hence,
only the (encrypted) data recorded within such maps is sensitive.

Threat of Collusion. Overall, the risks associated with collu-
sion are limited. Data providers and data consumers colluding does
not reveal new (or unintended) insights. Likewise, a data consumer
could also share a ciphertext with the key server or the key server
could share a key with the data consumer. However, in both cases,
they cannot extract additional information. In contrast, if a data
consumer relays a decryption key to the map server, the map server
can track the corresponding information (even after updates). Thus,
MapXchange cannot tolerate such a collusion. Lastly, as we outlined
above, key andmap servermay not collude. Regardless, even though
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MapXchange is conceptually centralized, it allows for scaling out
by distributing the ID space, i.e., sets of technology parameter maps,
across instances. This way, constraining how much information
operators can access is possible (even if collusion occurs).

Side-Channel Information. Since communication with the
exchange platform is TLS-protected, interacting with the exchange
platform only reveals that communication takes place without leak-
ing details on the content. Consequently, we argue that third parties
cannot learn anything meaningful by analyzing such side channels.

MapXchange accounts for and convincingly addresses the security
needs of businesses when exchanging technology parameter maps.

6 Discussion: Utility of MapXchange
Looking beyond MapXchange’s technical features, we now focus
on the bigger picture to stress its added value for the IIoT.

6.1 Drawbacks of Alternative Designs
We identified three conceptual alternatives to realize this exchange
platform: First, one could simply offer a look-up service, which
allows data consumers to individually contact data providers. How-
ever, this approach is infeasible when trying to join data from
different data providers into technology parameter maps—✗ G1.
Second, when relying on secure multiparty computations to jointly
maintain the maps, the data providers have to remain online when
sharing any data. Moreover, such a design introduces significant
performance overhead, especially when increasing the number of
involved entities, greatly impairing the scalability—✗ G3. Third,
maintaining the data in a central data space is not feasible given
that the data space either handles the data of multiple providers
(see above) or requires plaintext access to sensitive data—✗ G2.

Consequently, we argue that our conceptually-centralized and
confidentiality-preserving approach in MapXchange is inevitable.

6.2 Real-World Impact on Production
MapXchange facilitates the interorganizational transfer of tech-
nology parameter maps, thereby enabling the sharing of implicit,
domain-specific knowledge even in coopetitive production environ-
ments while accounting for the businesses’ confidentiality needs. In-
tegrating technology parameters into the planning of processes has
the potential to augment the individual expert knowledge of a pro-
cess planner with the collective knowledge of different businesses,
supporting the selection of optimal technology parameters. Specifi-
cally, optimal feed rates for a machine, machine tool, and material
combination under given engagement conditions are queryable
from the exchange platform, i.e., constituting a regular query. At
an earlier stage of the process design, technology parameter maps
also allow for selecting a suitable (milling) tool for a given com-
ponent contour through a reverse query, taking into account the
machine tool and material. Both queries support the shortening of
running-in processes and enable a resource-saving process design
to meet the demand for sustainable production. Fortunately, this
concept is not limited to the exchange of parameters within milling.
Globally establishing such platforms has the potential to capture,
aggregate, and exchange domain-specific knowledge across organi-
zations to fuel innovation and to comply with the idea of networked
production, as exemplified through recent trends [8, 32].

6.3 Lessons Learned for Data Ecosystems
We see security (guarantees) as a crucial prerequisite when exchang-
ing sensitive and business-critical data between stakeholders in a
data ecosystem [27]. While current solutions in data ecosystems
rely on organizational security, we show with MapXchange that
a technical security solution is applicable, leveraging the sharing,
validation, and completion of confidential knowledge. MapXchange
can complement the set of services in an IIoT data ecosystem, com-
bining privacy-preserving joint computation as well as efficient
and secure querying. We strive for compatibility and exchange
with large initiatives, such as IDS [34, 35] or Gaia-X [7], as they
offer holistic, full-fledged architectures for data exchange between
stakeholders but still lack implementations of privacy-preserving
data services—only concepts extending data space connectors have
been introduced so far [3]. By design, we avoid that MapXchange
presents a single point of failure by separating map and key server
and data validation. Given its conceptually-centralized nature, map
and key servers can be organized as distributed systems as well. Ir-
respectively, their responsibilities could also be shared among data
ecosystem participants or fulfilled by a trusted third party. While
MapXchange presents a practical solution to exchange technology
parameter maps, where additive HE is sufficient for completion and
validation, the generalization to more complex data structures and
purposes requires further substantial research efforts.

6.4 Future Work and Outlook
To complement the previous discussions concerning the utility of
MapXchange, we now discuss (potential) future research activities.

Security Improvements. Our design of MapXchange satisfies
the confidentiality needs in light of the considered threat model (cf.
Section 2.3), as we also outline in Section 5.4. When targeting non-
business settings with stronger attackers, we identify two additional
measures to improve MapXchange’s security. First, the exchange
server could periodically replace the key material. Just like the reg-
ular data validation (cf. Section 4.4), the map server could outsource
the re-encryption to any third party, again requiring an obfus-
cating of the recorded information. Alternatively, MapXchange
could utilize a homomorphic encryption scheme, which supports
proxy re-encryption [4], eliminating the need for an outsourced
re-encryption. Second, an adapted version of MapXchange could
feature oblivious key retrieval, similar to the protocol proposed
by BPE [39], effectively concealing the data providers’ and data
consumers’ access patterns. When utilizing oblivious transfers [44],
the key server would not be able to observe meaningful patterns.

Holistic View. We primarily researched the confidentiality-
preserving exchange of technology parameter maps from a techni-
cal point of view. Moving on, research should increasingly study
the economic perspective. For example, data consumers could—in
theory—simply pay to get access to all recorded data. We leave
corresponding game-theoretic questions for social sciences and
business experts. On a technical level, implementing rate limiting
would be a straightforward countermeasure (cf. Section 5.4).

Universality. When assessing MapXchange’s suitability for ex-
changing information beyond technology parameter maps, we see
that our considered data features an optimum, which is also rele-
vant when updating and aggregating information at the exchange
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platform. Likewise, the viability of our aggregation strategy (cf. Sec-
tion 4.4) depends on an unambiguous ordering of data points. Hence,
future work could investigate whether other use cases, which do
not feature unambiguous notions of “optimality”, can be adapted
for exchanging data using MapXchange. Despite our specific focus
on milling, we expect that MapXchange may also be compatible
with other use cases (cf. Section 1), pending minor changes.

7 Conclusion
In this paper, we have proposed MapXchange, our approach to
exchanging technology parameter maps in the IIoT while simulta-
neously addressing the confidentiality needs of participating busi-
nesses. The insufficient consideration of their needs is the primary
reason why they are hesitant to share (sensitive) data, especially
across organizational boundaries. We address this issue and thereby
complement existing data ecosystems with a secure, homomorphic
encryption-based design. Specifically, our work allows for modifica-
tions (updates) directly at the exchange platform without the need
to locally decrypt sensitive information. Given that MapXchange
further supports monetization, offloading data, and two types of
queries, it promises utility for practical deployments in production.
Our evaluation, which also covers a real-world use case, stresses
its adequate performance and scalability for industrial settings.
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